How does Echo Work?


Cruiser Handicapping - The Big Picture

'any handicap system is only as good as its worst handicapped boat' 
There are broadly, three types of cruiser handicapping system in use worldwide.
They are: 

Measurement Rule systems such as IMS, ORC club, the new RORC IR Measured or IRM. The old IOR also fits into this category. 

Empirical systems such as PHRF, used in the US, CANADA, SOUTH AFRICA, NEW ZEALAND, ETC. Handicap National, HN - FRANCE. LYS, SCANDANAVIA. Portsmouth Yardstick, PY - UK. IRC - successor to CHS [secret measurement formula, not a rule - plus empirical input.] 

Personal Handicap systems of which ECHO is an excellent example. There are other such systems throughout the world, in places as far away as Argentina and Australia. 

Whats the difference ? 
Measurement rule and empirical systems have one thing in common, which is not readily appreciated, and that is that they are both concerned with establishing the potential speed of the boat alone. This is not generally understood by many people, they think that, for instance, PHRF and PY, are personal handicapping systems like ECHO. This is not so. PHRF and PY are intended to establish an objective value for the potential speed of the boat only, just as much as any measurement system . 

The key word in measurement systems is the word 'rule'. The significance of this is that both sides, the designer/owner and the handicapping body, are bound by whatever value is determined by a valid measurement of a particular boat to the parameters of the rule in question . Whereas, in empirical systems there is no binding measurement rule; various measurement formulae may be used to determine a boat's likely value but these results are not binding on the handicapping body. In addition race data is systematically collected in various fleets and a variety of conditions and, on the basis of all that information, a value is determined for a particular boat type.

Personal Handicapping System
Such as ECHO, place the primary emphasis on measuring what is termed Crew Skill Factor [CSF] i.e. how well a boat is sailed with it's regular crew, and allocates handicaps on the relative speed potential of the boat and crew. 

Yacht handicapping systems are a bit like golf handicapping; measurement rule and empirical systems are where everybody plays off scratch - the boats [alone] have been 'rated'- equalised [in theory], now let the best sailed boat win. [In theory, it's equivalent to one-design racing] 

In measurement [and empirical] systems the object is to find the best sailor in absolute terms. It is a feature of such systems that the same few helms win the majority of races just as in any other sport the best performer wins the most competitions - Tiger Woods, Michael Schumacher to name but two to make the point. Consequently under measurement systems of handicapping the spread of winners in a fleet may be very narrow and the best couple of sailors may keep on winning indefinitely. 

This is where personal handicapping comes in to the picture. Imagine the state of golf if every golf match was played off scratch. The aim of personal handicapping systems therefore is that as many boats [+ regular crew] as possible in a race, sailing at or near their best, would have an equal chance of winning. If you sail above your normal level of performance you should have a better than average chance of winning. 
It has been ISA policy for many years to promote the use of ECHO in all club and inter-club cruiser racing, even if measurement handicapping is also used in those races, with the object of promoting participation by sailors of all levels of ability. 

Where To Start ?
In ECHO, the handicap value for the boat is generally based on an average IRC value for a boat of that type. This is known as the ECHO Standard for the boat. This standard value is periodically adjusted up or down, to reflect the performance of the boat and it's crew over a number of races. 
The problem of measuring performance in cruiser racing - the problem of finding a suitable benchmark against which to measure performance.
Being an inquiry into the basic principles of handicapping.
The question how is performance measured in a cruiser fleet made up of many different types of boat? must be distinguished from a related question, how is the winner to be determined in any particular race in such a fleet? 

Who wins?
In most sports the first to cross the finish line or the competitor who jumps the highest or throws the farthest is deemed to be the winner. In effect all competitors are treated as being equal [i.e. one-designs] - whether one is naturally faster or stronger or bigger is not generally taken into account. 

In sports where there is a recognition of difference in some basic quality such as age [field games], weight [boxing], speed/power [motor racing], strict rules are laid down to ensure that eligible competitors meet the classification criteria and thereafter they are again treated as being equal so that the fastest, strongest, the one with the best technique, wins. In every case there is a straight forward standard or criterion by which the winner is determined. 

The problem in mixed cruiser fleet racing is that boats are so obviously unmatched and unequal that it is accepted that the winner cannot be determined on the basis of the first to finish. After a few races no one would play anymore - probably even the 'winner' would see it as unsatisfactory. 

The solution therefore in cruiser racing is to equalise, to handicap - to determine that in some fashion what is obviously not equal is equal and then on that basis to say that the competitor who finishes 'first' after applying the handicap is the winner. Boat handicapping adopts one approach to the problem of equalisation . - it equalises the boats. Personal handicapping adopts another approach - it equalises the boat and crew. 

The question then becomes 'How do you equalise?' The answer is apparently simple 'you measure.' 'Measure what?' 'You measure difference.' 'You measure difference and you allow for the difference when you come to calculate the result.' What difference? Difference in speed or speed potential? The measurement approach takes an a priori approach and measures the boat parameters that are considered to determine the speed potential of sailing boats and on that basis determines a handicap. The weakness in this approach is that the correlation between those parameters and boat speed is a complex and uncertain one - even in the case of IMS type velocity prediction programs. How much more uncertain is the product of simple measurement rules like IRC? 

Then for a competitor to win not only must he beat the other competitor over the line but he must beat him by more than the measured difference between them - he must beat him by more than the handicap difference between them. In boat only handicapping the difference that must be measured therefore is the difference in speed [potential] between the various boats. [measurement - dogmatic and empirical]

Who will win the next day? 
But how do you measure the speed potential of a boat and crew? This is the question which is at the heart of personal handicapping.

How do you measure? What exactly do you measure? Difference. What difference? Two answers are possible. First, to measure the boat and crew in advance with some fantastic kind of velocity prediction program - probably not a runner given that such programs have yet to gain full acceptance in relation to boat only measurement. The second approach is to measure after the event, to measure performance or more specifically to measure difference in performance and to measure it over time - from race to race . Then carry that measurement forward so that at the end of a given number of races you are in a position to say this is what will equalise these boats taking into account the capabilities of the boat and its crew. 
The Problem of the Winning Post
What standard or benchmark can be used when there are so many factors of inequality? In cruiser racing hardly anything remains the same from race to race. Some of the competitors may be different, the sea and wind conditions may be different, the duration and type of race will be different, the boats are different and in the midst of all those differences there is demand for a system of handicapping that measures and handicaps crew skill difference. 

What is necessary in cruiser racing therefore, where it is sought to handicap boats of different size and design and crews of differing ability, is to devise some constant, some 'finishing post' that can be used as an objective standard against which the performance of all the competitors can be compared. The task then is to measure performance against this 'finishing post' in each particular race. This performance data must then be carried forward from race to race in a meaningful and manageable form so that after a number of races a prediction can be made as to the likely levels of performance in future races and allocate handicaps accordingly. 

The ECHO method 
The way in which ECHO addresses this task is that after each race a calculation is performed which ranks the competitors in finishing order by means of a scale of ratios [a performance index] called 'corrected TCFs', with the fastest boat having the highest ratio and the slowest boat the lowest ratio. After a number of races these ratios are averaged to produce a handicap factor - a [revised] Time Correction Factor [TCF]. 
But to understand the validity of this approach it is necessary to have some knowledge of the basic calculations involved and to appreciate the logic behind them.The mathematical method by which ECHO creates this index or scale of performance is that it converts the time taken by each competitor into a more abstract number [hours minutes and seconds are converted into minutes and decimals] and then by dividing those numbers into a common base number - 100 - a scale of ratios is produced which exactly represents the relative time taken by each competitor to finish the course. 

This scale could be described as the base scale or primary scale. ECHO then performs a further calculation whereby this scale is converted to the same value as that of the current TCFs of the boats in the race . These values are called the Corrected TCFs. In this scale of ratios the fastest time will have the highest ratio, next fastest will have the next highest ratio, and so on down to the slowest time having the lowest ratio. It is a mathematical certainty of the procedure that the ratios will be in descending order from the first boat to finish to the last. 

When the elapsed times are multiplied back by these ratios [primary or corrected - it doesn't matter] they will all correct to a common time i.e. the result in corrected time terms will give a dead heat of all the competitors . There is no magic in this; it is again a simple mathematical certainty that when you divide one sum by another and multiply the result by the divisor you get back the original sum: 
6 / 2 =/x 3 = 6. 
This is all that is being done when corrected handicaps are calculated. 

The significance of the ECHO method of calculating the Corrected TCF is that it ensures that the sum of the corrected TCF's will equal the sum of the original TCF's. This means that while individual corr. TCFs will invariably be different from their original TCF the scale in which the corrected values are expressed is the same as that of the original TCFs. 

So what's the point, what's being measured, what is being expressed by the ratio? In the first instance it is the elapsed time pure and simple - the ratio is the boat's time expressed in a more abstract form - nothing more nothing less. There is no magic, neither is there any qualitative assessment of the performance - whether the boat sailed a good or bad race is not being measured . 

But since the range of ratios also expresses the finish times of the other competitors on the same scale then these ratios express the relative performance of all the competitors in the race - each performance is being measured in relation to a common benchmark and expressed as a ratio of that benchmark. In this abstracted form the data can now be carried forward from race to race - [ratios are easier to work with than elapsed times or finishing places] and after a number of races the ratios for each boat are averaged . This averaged ratio is in effect the revised TCF of each boat. 

Conclusion
Therefore the handicap list of any fleet of boats is a measurement and ranking of the performance of the boats based on their historic order of finishing places and on that basis and on that basis alone it is, in effect, a prediction of the likely order of finish in future races - if every competitor sailed exactly as predicted and if the elapsed times are corrected by the current prediction factors [ECHO TCFs] then the race would end in a dead heat of all the competitors - the perfect race from a handicappers point of view. 

Consequently, a particular boat's current ECHO handicap should reflect that boat's actual finishing place relative to other boats, over a number of races. In other words, a boat should not have a higher handicap than a boat that, more often than not, finishes in front of it, or vice versa, a lower handicap than a boat that, more often than not, finishes behind it.
Testing Echo
This analysis of the ECHO calculation suggests a number of tests that can be applied to the results of an individual race [and to a series] to determine how well the handicap system itself is working. 

1. Correlation test 
Because the current handicap list is a prediction of the order of finish in a race a test of how ECHO itself is performing is to perform a correlation test between the actual order of finish and the predicted order of finish i.e. the order of current TCFs used in the race - the ideal would be a perfect correlation of 1. [experience has shown that in a well handicapped fleet it should be possible to achieve correlation figures of .8 plus regularly.] 

2. 'Sticking out like a sore thumb' test
A further benefit of the correlation method of analysis is that if there are major anomalies in any handicaps they can be seen straight away. Since a particular boat's current TCF handicap should be reflected in that boat's actual finishing place relative to other boats, a boat that finishes many places above or below its predicted place should stand out. 

In the example given two handicaps/boats in particular stand out. One boat, on a handicap of .809, sailed as fast as a boat on a handicap of .957. Its handicapping ranking places it number 17 and it clearly stands out with handicaps ranked number 5 and 4 on one side and 2 and 8 on the other. What is the significance of this figure? On the basis of one race only - very little. It is dangerous to draw definite conclusions, in handicapping terms, from the results of a single race. There may be a valid reason why a boat would sail so far above its handicap in a single race. But if the pattern was repeated for any boat, in even two races in succession, then alarm bells should ring. At that point it really does call for explanation as to how a boat manages to sail so significantly above its predicted level of performance in two races in succession. There may be a valid explanation but there has to be an explanation [and the burden of giving that explanation should fall on the boat concerned]. Without it there is a serious question mark over its handicap. 

There is also a boat in the table which sailed significantly below its handicap. A boat on a handicap of .968 could not sail much faster than boats on handicaps of .808 and .817. Likewise, its ranking of 1 clearly stands out from its companions on 11, 18, 16 and 12. But boats which sail below their handicap are not as big a problem as they hurt only themselves. It's the boats that can sail significantly above their handicap regularly that do the damage; they can have in effect a 20 to 50+ point advantage, as the case may be, over boats of similar ability and are therefore unbeatable . 

3. 'Losing by seconds' test. 
The ideal towards which ECHO is striving is that each boat would finish on equal corrected time i.e. a dead heat of all the competitors. Therefore a test of how well the handicaps performed in any race is the extent to which the corrected times approach this ideal. This would be measured by the differences between the corrected times of the boats. [In a well handicapped fleet a large number of the boats should be separated only by seconds on corrected time] 

4. Spread of winners test. 
Again implicit in the ECHO calculation is that every competitor would have an equal chance of winning so the final test is the extent to which the winners of races are spread around the competitors. [Winners of series might be different because here consistency would be a factor] 

5. Happy Punters test. 
Not necessarily implicit in the maths but an obvious and final test would be user satisfaction - are the people using the system generally happy with the system or otherwise? 

So why doesn't everybody live happily ever after then?
What are the weaknesses, gaps or loopholes in ECHO?
1. Honest variation in individual performance - good days and bad days.
2. Sleepers - boats with out of date handicaps - handicaps that do not reflect their current performance capability.
3. Cheating - jockeys
4. Cheating - sandbaggers

1. Honest variation in performance by competitors from one race to the next. 
The degree of such variation can be considerable and is unpredictable by the handicapping system i.e. a boat on .950 can sail to plus or minus 30 points from race to race. The data for eleven boats in the table above supports this conclusion. These are the first eleven boats [on corrected time] in Class Two in the Sovereign's Cup in Kinsale in 2001. As boat types they are quite closely matched and with boats from the Cork and Dublin fleets involved they provide a good cross section of the top end of Class Two sailing. The series consisted of eight very close and hard fought races. It can be taken that each boat was trying. 

The data clearly shows a significant degree of variation by each competitor from race to race. 
Further it should be observed that when one boat is having a bad day his neighbour [in handicapping terms] may be having a good day. [isn't that what cruiser racing is all about!!!] This fact must be remembered when it is attempted to handicap a fleet of boats. This variation does not invalidate handicaps, it is the context in which handicaps are set and the inherent limitations of what is possible must be accepted. 

[more re measuring/significance of variation, standard deviation etc] 
What conclusions can be drawn from these results about the appropriate revised handicaps? 
What is the 'correct' handicap for each boat? 

How valid is it to use a handicap scale to 3 decimal places i.e. 

to .001?
What length of time is represented by .001? It varies - at 1.200 on the handicap scale it equals 3 seconds per hour and at .800 it equals 4.5 seconds per hour - 3600/1200 = 3 
How far will a boat travel in the time represented by .001 handicap points? Approx. 1 boat length. 
Is it possible to predict a boat's [+ crew] performance to one boat length? 

What is the margin of error in yacht racing per hour - how should it be measured? What are the criteria? 

1. What is the range of performance variation that .001 should be measured against? It seems to me that it is the range of difference in performance of a typical competitor from one race to the next. This could be as much as 7% of 3600 seconds equals 252 seconds. [The deviation studies are tending to show a much narrower range of variation - approx 60 seconds per hr.] Does this suggest that 4 seconds [.001] is too fine a level of measurement - too far within the margin of error? 

2. Common sense - If a boat crosses the line with another boat in one race it may no get closer than 1 minute either way, for the rest of the season.

3. How often would one point [.001] make a difference? 

4. Interestingly rule 19 of IRC, dealing with Rating Review, provides at 19.5

'Where the TCC is reviewed by the rating authority and found to be not more than .005 greater than before, the contested rating shall be valid up to the date that the request for review was lodged with the rating authority.' 

Does this mean that the IRC rating office cannot guarantee the accuracy of their ratings to more than .005 points or that they will excuse 'errors' in submitted data which result in a .005 point increase in rating? Why is this the case?

2. Sleepers 
- boats with out of date handicaps - handicaps that do not reflect their current performance capability. It was agreed at the second review meeting that what was needed to deal with this problem was a specific rule or protocol to address such cases in a systematic way. The text below is a proposal for such a protocol: 

In any revision, where there is no data for a particular boat [a 'sleeper'], and it is proposed to increase the handicap of a related boat the handicap of the related boat shall not be increased without first considering whether the relationship with the 'sleeper' should be maintained. If it is determined to maintain the relationship then the handicap of the 'sleeper' shall be increased by the same amount as the competitor. If it is determined to adjust the relationship then the appropriate adjustment shall be applied to the 'sleeper'. 
'Sleepers': may be honest but they must accept being managed in some fashion as proposed above. 

5. Cheating 
- jockeys i.e where a boat sails with an undeclared upgraded crew; this is cheating and the rules and procedures in this area need to be clarified and restated 

6. Cheating 
'Sandbaggers': How big a problem is this? But systematic sandbagging is cheating and should be addressed by the handicapper at a revision. 

5. Are there any other systemic weak points that occur to anyone? 

On the basis of the foregoing analysis how should ECHO be managed on a club/inter-club basis? 

· Existing 7.5% limits, P status, no. of races to count, weighting etc should be guidelines only. 

· New boats, jockeys, standards, appeals guidelines to be added. 

· Central administration: The register should be maintained correctly - this is not the case at present. 

· Stability in handicaps is important. 

· Burden of proof should rest on 'jockeys' 

· Jockeys should be subject to IRC type 'rating review' procedure not protest i.e. ECHO people should determine the validity of the handicap, not protest committee.

· ECHO revision data should be published to users. 

· New sails should not be excluded as a basis for a review or increase in handicap - manual page 

I will say that I believe that a handicap system should address the following points. 
1) Recognise the natural variation in a boats performance from race to race 
2) Be transportable from club to club
3) Prevent 'sandbagging' 
4) Be readily updatable by computer - No subjectivity.' Brian murphy email thurs 27 sept 2001 

Arising out of the presentation by Niall, three major weaknesses were highlighted in the current system: 

1: The system does not deal with "sleepers" and tends to penalise those who race. 
2: For the system to be effective it requires a good benchmark, the only true bench mark is the "standard" - this needs tighter control. 
3: Rating of races is very important in the final calculation, therefore we need to devise a guideline for rating of races. 

Appendix A 
ECHO Standard Boat Values 
Mooring post role 
In ECHO, the handicap value for the boat is generally based on an average IRC value for a boat of that type. This is known as the ECHO Standard for the boat. This standard value is periodically adjusted up or down, within a fifteen per cent range, to reflect the performance of the boat and it's crew over a number of races. 

Rule 5 of the ECHO manual provides for ECHO Standards. The explanation of rule 5.3 states in part 
"the numeric values in use (i.e. ECHO standards) broadly reflect the range of values used by ...[IRC]" 
This, in conjunction with a reading of the whole rule, makes it quite clear that individual IRC TCC,s are not ECHO standards and ECHO owners have no right to have an individual or personal standard, based on their current IRC TCC. 

ECHO Standards are an integral part of the ECHO system. They provide a kind of mooring post or benchmark so that the current handicaps of individual boats will not deviate too far up or down from a recognised norm for boats of that type. They are also used for determining initial handicaps, and for maintaining compatibility between similar classes racing at different locations. In rule 5.5 ECHO specifically prohibits their use for directly handicapping boats.

Why ECHO standards are used to set class 

divisions
Class break points are not a matter for the ISA and are to be determined by event organisers such as clubs, regatta committees and area associations such as Dublin Bay Sailing Club and SCORA for events under their jurisdiction. The criteria that are used by these bodies for this purpose are also a matter completely within their jurisdiction. 

Nevertheless there are advantages to using ECHO standards as the basis for class divisions, particularly where racing is being organised over a longer period such as a sailing season. If classes were to be divided on the basis of individual IRC numbers then boats of the same make/type/model [e.g. X-332s, first 31.7s etc.] could be in different classes where the range of IRC values for that boat model straddled the class break point. It isn't uncommon for the IRC TCCs for common models to have a range of thirty points. This would mean, for instance, that with the current SCORA break points, some DB1s/First 31.7s would be in class one and some in class two. It also means that boats could be changing class from season to season and even within seasons as their IRC numbers changed. For those with two IRC certs it could mean that they would have a choice of class from race to race! It only needs to be stated to see how absurd and impossible this would make race organisation/class management. 

It is, no doubt, for this reason that the IRC Rating Office itself provides in its Race Management Guidelines that classes should be divided by criteria other than TCCs:

'6. IRC Classes
Apart from the obvious splits by TCC, Race Committees might consider splitting yachts into classes by type.' P 55, 
IRC Yearbook, 2001 
The advantage of using ECHO standards for the purpose of dividing classes is that at least all boats of the same make/model will be in the same class. Using ECHO standards alone will not ensure that all boats of the same type as distinct from model will be in the same class but it will come much closer to that outcome than relying on individual IRC numbers. 

Relationship to IRC TCCs
ECHO is a personal handicapping system which is based on assessing the performance of crew and boat over a series of races. In this respect it is quite different from IRC which makes a prior assessment [measurement based] of a boats potential performance and allocates a handicap to the boat. Consequently ECHO and IRC are two quite separate and distinct handicapping systems with very different goals. 

The allocation of a current ECHO handicap starts with an approximate value for a boat of the type in question and then the assessment of the performance of the crew and boat over time determines the actual or current handicap. This approximate value is taken from an official list published by the ISA known as the ECHO Standards list. These standard values are generally derived from average IRC values for each particular make or type of boat but other sources of information, such as PHRF, PY, French and Scandinavian systems, etc. may also be considered. It is important to appreciate that, while IRC is the primary source of ECHO Standards data, it is not the sole or exclusive source and that there is no organic or direct link between an IRC TCC for a particular boat and that boat's ECHO standard. 

There are a number of reasons why ECHO uses approximate or average [IRC] boat values for its standards:

· Small differences in IRC values irrelevant to ECHO Standards
The IRC TCC scale uses three decimal places to measure the potential difference between boats; i.e. say .921 as compared with .922. This level of evaluation or prediction is not realistic or achievable between sailing boats, probably not in any handicapping system and certainly not in personal handicapping. A one point difference [.001] between two boats [921/922] is roughly equal to one boat length per hour of racing; this is well inside the margin of error. In ECHO these very fine differences between boats are meaningless in a system which can add or subtract as much as eighty points to a boat's basic handicap depending on the performance of the crew and boat over time. It is for this reason that ECHO Standards are rounded to .005. 

· Individual IRC values may be unreliable 
While the details of the IRC measurement formula are secret many people are aware that by manipulating certain measurements such as fore stay luff length or boat weight/depth of keel you can get a reduction in rating without a corresponding loss in performance. Sometimes it is even possible to get a reduction in rating while getting the added bonus of an improvement in performance; for instance, by increasing depth of keel/weight. This means that a boat in IRC may have a five/ten/twenty, or in an extreme case, a thirty point advantage over a similar boat without there being that difference between them in reality. This practice is directly at odds with the ECHO system which allocates handicaps on the basis of actual performance.
